Do More With Less
Starting a vulnerability management program?
Revamping one?

Reduce Costs - Gain Efficiencies
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BRIEF SYNOPSIS

Since 2017 there
have been 320+
new vulnerabilities
disclosed each week.
Each vulnerability that affects an organization can mean tens, hundreds,
or even thousands of affected devices. Dealing with this constant deluge
of known vulnerabilities is a tall order. To reduce the risk of a breach, many
organizations are increasing their ability to scan. But with that comes visibility
of more vulnerabilities. This increases the difficulty of making proper security
decisions as not everything can be patched.

Proper scanning can suddenly present 100,000+ new
unmitigated vulnerabilities – a daunting backlog. Dealing
with the workload pragmatically requires continual triage
and prioritization of remediation efforts. Using threat-based
risk to do this is really the only practical, viable solution that
ensures first steps make the greatest impact to drive risk
down effectually.
Threat intelligence applied to the vulnerability management
process that scales to handle large numbers of vulnerabilities
and keeps up with the rapidly shifting cyber threat landscape
requires artificial intelligence-based solutions. CYR3CON
supports this approach out-of-the-box with little extra
effort on your part. Read on to find out how applying
machine learning-driven threat intelligence prioritization of
vulnerability remediation is within comfortable reach of every
organization, regardless of size.
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VULNERABILITY SCANNING

“Know yourself and seek self-improvement.”
In 1948, as part of the hard lessons learned from WWII, the US Army developed a
list of 11 leadership principles to help guide future leaders. The first among them
advocates that you know yourself. In the context of vulnerability management, this
means knowing all the vulnerabilities that currently exist in your organization’s IT
infrastructure. How do you do this? We suggest that you think along a few key axes
in terms of leveling-up what you can know.

NO SCANNING

BEGINNING TO SCAN

If your vulnerability management program is brand new, you need to start scanning your systems.
A scan will access your network from wherever you install it, find devices that it can reach, inspect
installed software, detect known flaws, and create a listing of them – usually stored in a database of
some kind. You want to begin scanning because without doing so, you really cannot know the extent
to which your IT infrastructure is vulnerable to exploitation. There are many options for scanners and
a little bit of internet searching should lead you to one that fits your needs.

EXTERNAL

EXTERNAL + INTERNAL

If you are currently scanning, but only devices that are externally facing (i.e. directly, deliberately
exposed to the internet) or that have public IP addresses, then you need to expand your scans to
include your entire infrastructure. This means external, internal, cloud, and any third-party devices
that connect to your network. Two primary reasons for making this change are:
Once an attacker penetrates your
infrastructure, they are going to continue
to try and infiltrate your network to the
greatest extent possible.
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Cost of Insider Threats Global Report, Ponemon Institute, 2020.

Insider threats. Whether simply negligent
or deliberately malicious, insiders do a
lot of damage (average cost $450,000+)
and insider threat-related incidents are
on the rise, having increased 47% from
2018 to 20201.
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AUTHENTICATED

UNAUTHENTICATED

If your scans are currently run from an unauthenticated account, you need to change to also scan
using an authenticated or credentialed account. Unauthenticated (non-credentialed) scans do not get
trusted access to devices they are inspecting, so while this is still somewhat useful, it misses many
(likely most) vulnerabilities. These missed vulnerabilities are a real threat because they are “hidden”
and can often lead to a false sense of confidence about your organization’s cybersecurity posture.
Authenticated (credentialed) scanning will gain greater access to device software and be able
conduct a more thorough inspection, which will reveal more vulnerabilities.

SCAN FREQUENCY

INCREASE SCAN FREQUENCY

More than half of organizations conduct vulnerability scans quarterly or on an ad-hoc basis2. That is
not often enough. Only 31% conduct scans weekly or more frequently. During 2019, there were over
330 new vulnerability disclosures each week. Waiting three months or more between scans means
that there will be 4,000+ new vulnerabilities published between scans, many of which will be within
your infrastructure sitting unnoticed and un-patched for months.

NOTE: Be forewarned that leveling up along any of these
axes will result in a list with more vulnerabilities that
require attention (possibly many, many more) and the
increase could potentially feel like an avalanche
falling on your head. Do not worry. Knowing about
vulnerabilities in your infrastructure that were
previously “hidden” from you is a good thing.
Keep reading to understand how you can get
a handle on the workload and make your
organization more secure in the process.
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P. 6, Gaps in Resources, Risk and Visibility Weaken Cybersecurity Posture, Ponemon Institute, 2019.
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VULNERABILITIES BY THE NUMBERS
To get a sense of the scope of the challenge,
consider a single full-time employee working a
40-hour week for 52 weeks (without vacation or
sick days). In 2019, that worker needed to read,
evaluate, and direct action on one vulnerability
every 7 minutes to keep up with the CVE
disclosures. Keep in mind that those numbers only
represent unique vulnerabilities. So, while it is true
that many vulnerabilities would not apply to that
theoretical worker’s organizational infrastructure,
every vulnerability that did apply would mean
a workload commensurate to the number of
devices affected. This could range from tens of
vulnerabilities requiring remediation to hundreds
or thousands. And, this pace of vulnerability
disclosure does not appear likely to slow down
anytime soon. The figure below provide a sense of
the scope of the challenge.

Software has permeated our lives and
coding flaws/bugs have proliferated
along with it. Since January 2017, well
over 1000 CVEs per month, on average,
have been published to the National
Vulnerability Database (NVD).3
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Recall that these numbers only represent
unique published vulnerabilities and that it
is likely for every unique vulnerability in an
organization to be present on every similar
device. To provide a sense of what that
could look like, consider a recent scan result
at a large organization that just leveled-up
along one of the four axes indicated above.
The new scans revealed over 150,000 total
vulnerabilities in need of remediation with
about 8,000 of them being unique.
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IMPORTANCE OF REMEDIATION TIME
Not all vulnerabilities are equally attractive
to hackers, but for the ones that are, a clock
starts ticking once a vulnerability is published.

If we ignore zero-day situations and assume a patch is released (or sufficient mitigation measures
published) at the same time that the hacker-attractive vulnerability is disclosed, it is essential to
remediate before hackers create a workable exploit. Some research4 suggests that the median time
to create an exploit is ~22 days, with 31% of exploits done in a week and 90% within 90 days. An
organization is likely to get breached if it takes a long time to remediate a vulnerability that hackers
are starting to use. Beating this deadline is difficult as evidenced by survey results indicating that
60% of organizations polled had breaches occur via vulnerabilities where patches were available,
but not yet applied.5
In our own study of exploited vulnerabilities, we compared Symantec attack
signature dates with CVE first mention dates on the darkweb and deepweb (D2W).
Figure C shows that for about 15% of affected CVEs, exploitation occurred the
same day as CVE mention; while ~70% of exploitations occurred between 1 month
prior and 3 months after mention on the dark/deepweb. A negative difference
indicates exploitation occurred before dark/deepweb mention; large negative
numbers could indicate zero-day exploits, but as there is typically a lag between
vulnerability discovery and disclosure to give the vendor time to create a patch,
it’s also possible the negative numbers indicate leakage of this information – this is
increasingly likely the case as the negative numbers get smaller.
Figure C – number of days from CVE mention on the darkweb/deepweb to exploitation (represented by
Symantec attack signature date); negative numbers indicate exploitation occurred before mention; y-axis
is percent of exploited vulnerabilities in this dataset

Difference between exploitation date and the darkweb date
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Pg xiii, Zero Days, Thousands of Nights, RAND Corporation, 2017.
Pg 5, Costs and Consequences of Gaps in Vulnerability Response, Ponemon Institute, 2019.
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A breach compounds the problem of delay as once
a company is breached, it often takes over 6 months
to identify the breach with 2019 data showing
that surveyed organizations reported a mean time
to identify (MTTI) a data breach at 206 days.6 An
illustrative example is provided by CVE-2017-11882.
A 17-year old memory corruption issue created
in November 2000 residing within the Equation
Editor component of the Microsoft Office suite was
disclosed by the company on November 14, 2017. If
an attacker could trick a target using any version of
Microsoft Office into opening a specially malformed

document, say as an email attachment or a website
link, then the exploit could execute arbitrary code
on the target’s computer. Presumably because the
exploit required tricking a user, several companies’
analysis of the vulnerability resulted in low risk
ratings (see Figure D). Hacker community chatter,
however, indicated elevated levels of interest and
excitement as bad actors shared and discussed
clever ways to fool users into opening dangerous
documents.

Figure D – various companies’ analysis of CVE-2017-11882
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Almost a year after the vulnerability disclosure, the UK’s
National Cyber Security Centre (NCSC) observed7 that
the Equation Editor flaw still accounted for over a third
of all malware delivery. Nearly two years later (June
2019) the NCSC was still issuing warnings about hacker
email campaigns continuing to exploit the vulnerability
with malicious RTF file attachments. And, as recently
as April 2020, US Secret Service personnel were still
warning about the vulnerability.8

Pg 50, Cost of a Data Breach Report, Ponemon Institute, 2019.
Weekly Threat Report 21st September 2018, NCSC.
8
Beware malware-laden emails offering COVID-19 information, US Secret Service warns, CSO, April 9, 2020.
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CVSS IS NOT COST EFFECTIVE FOR PRIORITIZATION
Recent survey results9 indicate that ~1/3 of organizations prioritize vulnerability
remediation using Common Vulnerability Scoring System (CVSS) scores alone and
another ~1/3 use the scores in conjunction with some kind of system analysis.
CVSS scores range from 0 to 10 and are calculated using several metrics. The latest
version is 3.1 with the NVD typically listing both CVSSv2 and CVSSv3.1 scores.

The attraction of CVSS is understandable since it is a free and open industry standard readily available on the
web. There are, however, two main weaknesses with this technique:
A prioritization metric should help to triage in such a way that the top
priorities are few and very clear; CVSS does not support this use.
CVSS was created to quantify a vulnerability’s severity; it indicates
nothing about real-world threat and the likelihood of that particular
vulnerability actually being targeted by hackers.

CVSSv2 scores are
grouped into three
severity categories:

CVSSv3 scores are
calculated a bit
differently and split the
High category in two:

Low
(0.0-3.9)

High
(7.0-8.9)

Medium
(4.0-6.9)

High
(7.0-10.0)

Critical
(9.0-10.0)

Of the 6,000 open source vulnerabilities published in 2019, a study10 found that
15% were categorized as Critical and 41% as High. When over half (56%) of
published vulnerabilities are considered high severity or critical by virtue of the
CVSSv3 score, then it is not very useful for triage. As for predictive efficacy,
other research11 has found that prioritizing by CVSS performs little better than
randomizing remediation. CVE-2017-1182, mentioned earlier, accounted for
37% of malware delivery in the UK in fall 201812 despite a CVSSv3.1 score of 7.8,
equivalent to the average CVSS score of all vulnerabilities that have never been
exploited in the wild. Using CVSS scores, which do not change once assigned, to
prioritize remediation is asking more of the scores than they were designed to do.
Pg 9, Costs and Consequences of Gaps in Vulnerability Response, Ponemon Institute, 2019.
Pg 11, The State of Open Source Security Vulnerabilities, WhiteSource, 2020.
11
Allodi, L. and Massacci, F. (2013). Comparing Vulnerability Severity and Exploits Using Case-Control Studies.
12
Weekly Threat Report 21st September 2018, NCSC.

High 41%

Critical 15%
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ADDING INTELLIGENCE

“Know your enemy
and know yourself,
find naught in fear for
100 battles” - Sun Tzu
Keeping an organization’s IT infrastructure secure is a daily battle.
Knowing everything you can about the posture of your own cyber environment is essential to achieving and
maintaining solid security; however, it is not enough. Knowing the vulnerabilities is only part of the equation.
You also need to know which vulnerabilities are of interest to malicious actors. Integrating threat intelligence
into your vulnerability management program helps addresses the problem of real-world threat.

If we could predict which 3% of
vulnerabilities hackers were going
to attempt to exploit, the problem of
vulnerability mitigation would become
very tractable.

Many organizations have realized that using
intelligence in their SOC operations or in conjunction
with their SIEM helps discover and detect threats.
Most, however, have yet to realize how useful and
practical threat intelligence is in helping regulate
a vulnerability management program. Of the
138,000+ CVEs published in the NVD as of June
2020, multiple studies have shown that only a small
minority have ever actually been exploited in the
wild. Our research suggests that it is less than
3%.13 If we could predict which 3% of vulnerabilities
13

hackers were going to attempt to exploit, the
problem of vulnerability mitigation would become
very tractable. To do this, we would need to monitor
hacker-community conversations wherever possible
(darkweb, deepweb, social media, etc.); understand
the social structure of those communities; discern
the skill level and reputation of actors posting the
information; fuse hacker information with technical
information related to each vulnerability; etc.

Almukaynizi, Mohammed, et al. (2017). Predicting cyber threats through the dynamics of user connectivity in darkweb and deepweb forums.
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CYR3CON

To date, threat intelligence for vulnerability management has not been widely
available to most companies because it is very expensive.
Producing curated intelligence traditionally requires highly educated, trained, and experienced human
analysts spending hours reading and evaluating a pile of raw threat data. These expert analysts’
time is valuable, and the analysis takes time, so their products are expensive. In addition to expense,
vulnerability threat intelligence that is primarily human-analyst-based struggles to keep up since the
number of published vulnerabilities each year doubled from 2016 to 2017 and continues to climb.
Artificial intelligence (AI) is changing the availability of
and cost to provide threat intelligence. Just like AI has
demonstrated the ability to play Go and Chess above
human grandmaster levels, carefully trained machine
learning (ML) algorithms have rapidly achieved abilities
commensurate with expert cybersecurity analysts.

CyRating®
CYR3CON was founded on years of scientific research with a proven track record that applied AI to thorny
threat prediction problems such as predicting road-side bomb locations in Iraq and gang violence activities
in Chicago. Since 2017, we have been applying that fundamental AI research to cybersecurity and specifically
using ML to predict the likelihood of exploitation of vulnerabilities. The underlying AI used in CYR3CON
products is solid and has been thoroughly peer-reviewed*. This peer community vetting ensures a high level of
accuracy with a low rate of false positives.
CYR3CON’s ML algorithm output for vulnerability
analysis is a CyRating®. It is a risk measurement
that reflects the current real-world threat to
each vulnerability. Every vulnerability is at risk of
exploitation, but each does not carry the same level
of risk. The CyRating® Score is scaled from 1.00 to
38.46 to reflect the relative likelihood of exploitation.
A vulnerability with a CyRating® of 10.00 is 10x more
likely to be exploited than a vulnerability with a

CyRating® of 1.00. Roughly a quarter of ML-analyzed
vulnerabilities receive a CyRating® greater than 1.00,
meaning there is some threat indication of an elevated
risk of exploitation. This group distributes in such a
way that most either have slightly elevated risk (13.6%
have CyRating® 2.00 – 9.99) or greatly elevated
risk (10.7% have CyRating® >= 30.00). This makes
CyRating® especially useful for triage.

*Sampling of peer-reviewed research papers:

Darknet and Deepnet Mining for Proactive Cybersecurity Threat Intelligence, IEEE, 2016.
Darkweb Cyber Threat Intelligence Mining, Cambridge University Press, 2017.
Predicting Cyber Threats through the Dynamics of User Connectivity in Darkweb and Deepweb Forums, ACM, 2017.
Proactive Identification of Exploits in the Wild Through Vulnerability Mentions Online, CyCon, 2017.
DarkEmbed: Exploit Prediction with Neural Language Models, IAAI, 2018.
Patch Before Exploited: An Approach to Identify Targeted Software Vulnerabilities, Springer, 2019.
© 2020 Cyber Reconnaissance, Inc.
The technology represented by CyRating consists of multiple pending and issued patents in the US, EU, and other countries. Scientific papers
shown here are associated with one or more inventions either owned or exclusively licensed to Cyber Reconnaissance, Inc.
CYR3CON and CyRating are registered trademarks of Cyber Reconnaissance, Inc.
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